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Project Description At the ATLAS experiment, the projected data production in 2032 

will be 6 times larger than the storage available for the planned 
budget [1]. Future massive neutrino experiments such as DUNE 
are expected to collect data continuously for a decade at a rate 
of ~5 terabyte/s, putting the cumulative raw data in the order of 
thousands of exabytes.  
 
Processing big data is not an issue unique to particle physics 
experiments. Industrial big data and AI training requires vast 
amounts of data, and correspondingly vast volumes of network 
transfers. Storing and sharing increasingly large datasets is a 
challenge across disciplines in scientific research and industry: 
there is a high demand, inside and outside particle physics, to 
effectively compress data. 
 
BALER utilises machine learning based auto encoders to 
compress datasets with tailored lossy algorithms. A range of 
auto-encoder models are available, including classic neural 
networks, convolutional networks and transformer-based 
networks. These can be flexibly applied to CPUs, GPUs and 
FPGAs.  
 
The BALER project is a collaboration between research 
physicists, computer scientists, and machine learning experts in 
university and industry. It has already been used to compress 
scientific research data showing impressive performance [2], 
and it is developed and maintained as an open-source project 
on GitHub following industry best practices. [3] 
 
BALER features strong involvement from junior researchers, 
and is led by early career researchers. This allows the intern to 
make a significant and highly visible contribution to baler, 
including the possibility of future papers. BALER also receives 
funding from european software sustainability grants, focusing 
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not just on the energy consumption of baler, but also the 
quality of the code and documentation.  
 
This internship can focus on a range of work packages, and the 
project can be tailored to the intern. 
 
New auto-encoder models could be developed, better 
identifying correlations between data objects in a given particle 
physics dataset entry (event, typically containing thousands of 
objects and around 1MB each). New models could also improve 
performance on live / unseen data.  
 
Existing models could be applied on an FPGA, potentially 
significantly reducing latency and power consumption, opening 
the possibility of live compression before transmission of data 
on a network. 
 
BALER could also be integrated into standard research data 
storage formats and programs used by hundreds of thousands 
of physics researchers (ROOT). 
 
Finally the compression could be applied to particle physics 
datasets and the affect on the physics discovery sensitivity of an 
analysis could be assessed and compared to the possible 
increased sensitivity from additional data bandwidth.  
 
[1] http://cds.cern.ch/record/2729668/files/ and 
https://cerncourier.com/a/time-to-adapt-for-big-data/  
[2] https://arxiv.org/abs/2305.02283 and https://research-
it.manchester.ac.uk/news/2023/05/15/baler-using-ai-to-help-
efficiently-store-data-in-a-big-data-age/  
[3] https://github.com/baler-collaboration/baler 
 
Proposed project outline: 

• Weeks 1-2: Introductions: Account/device setup, 
familiarisation with Baler project code, decision on 
project details, research on project details (e.g. the 
model type to be implemented, the type of FPGA device 
and toolkit to be used, the compression 
implementations in ROOT and how they interface with 
the package). Findings are to be documented in notion 
or google docs, and short slides prepared for a 
supervision meeting.  
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• Weeks 2-5: Implementation: The student will work on 
the implementation of their project, regularly 
communicating with the supervisors via slack, and 
attending weekly supervisions. Findings are to be 
documented in notion or google docs, and short slides 
prepared for a supervision meeting. 

• Weeks 5-6: Analysis: The student will validate and 
analyse their implementation. This could be comparing 
the compression accuracy or energy consumption of a 
new model to an existing one; assessing the accuracy, 
speed and power consumption of an FPGA 
implementation and comparing to CPU/GPU; or 
validating that a ROOT interface works correctly and 
comparing it's performance to existing options.  

• Week 7: Documentation: The student will produce a 
report detailing their project. The student will ensure all 
relevant code is committed and merged into the main 
repository. The student will produce a final summary 
presentation to the BALER collaboration.  
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